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Imperfect Matches: The Alignment of Standards and Tests

In the last decade, standards-based reform has become the “de facto national education policy” (Schwartz and Robinson, 2000). Virtually every state has adopted standards for student performance and a related system of assessments that are intended to measure student performance against the standards.

The success of the strategy depends in large part on the alignment of standards and tests. The theory of standards-based reform suggests that alignment is critical: by focusing all aspects of the education system on the standards, states, school districts, and schools can ensure that all the oars are steering in the same direction and students are more likely to benefit with higher levels of achievement (Smith and O’Day, 1990).

In addition, federal legislation since 1994 has required states to implement assessments that are aligned to standards. The 1994 reauthorization of the Elementary and Secondary Education Act, the Improving America’s Schools Act, which set policy for Title I, the largest federal effort in precollegiate education, required states to set “challenging content standards in academic subjects” and to develop assessments that are “aligned to the state’s challenging content and performance standards and provide coherent information about student attainment of the standards.”

The 2001 reauthorization of ESEA, the No Child Left Behind Act, contains a similar provision. Under that law, states must put in place assessments in reading and mathematics in grades 3 through 8 and at least once in grade 10 through 12; and in science at least once in each of three grade spans: 3 through 5, 6 through 9, and 10 through 12.

In administering the statutes, the U.S. Education Department has considered the extent of alignment in determining whether or not to accept state plans. For example, the department in 2001 entered into a compliance agreement with the District of Columbia in part because of “a substantial lack of alignment between the standards and the test” used in the D.C. public schools (Letter from Thomas M. Corwin, acting deputy assistant secretary of education, to Paul L. Vance, superintendent of schools, June 20, 2001).

Alignment is important for a number of reasons. A match between the standards and tests helps ensure that students have a fair shot at doing well on the tests. If teachers focus on the standards, students will not find material on the test they have not been taught. On the other hand, because teachers tend to emphasize material on tests, a lack of alignment may mean that students are not taught some material the state, through its standards, considers important for them to learn (Stecher et al., 2000).

At the same time, alignment also helps ensure the validity of test results. If standards and tests are not aligned, results might provide a misleading picture of how well students are attaining standards.

According to one survey, most states consider their standards and tests aligned (Wixson et al., 2002). Only three states reported that there was a lack of alignment between them. States that developed their own tests generally conducted their own studies to determine alignment; states that purchased commercially available tests used studies by the test publisher for that purpose.

A study of Wisconsin’s standards and tests by CTB-McGraw-Hill, the publisher of Terra Nova, one of the most popular tests, is illustrative of the methodology of the publisher studies. In that study, the publisher prepared a draft that indicated which items matched the state’s Model Academic Standards and the extent to which the standards are covered by the test. The publisher then held a workshop in which ten teachers in each subject area covered by the test reviewed the draft and conducted their own analysis of the match between the test and the standards. The teachers met in teams of two, and then presented their findings to the entire group. The full group either accepted their findings or engaged in a discussion until they reached a consensus. At the end of the process, the group then reviewed items that they had found did not match any standard to determine if in fact the items did match a standard. 

The study found that, at grade 4, 97 percent of the items on the test match one or more of the Model Academic Standards, and 67 percent of the “assessable” standards
 are measured on the test. At grade 8, 99 percent of items match one or more of the standards, and 54 percent of the assessable standards are measured by the test. At grade 10, 98 percent of the items match the standards and 62 percent of the assessable standards are measured by the test (Wisconsin Department of Public Instruction, 1998).  
In an effort to provide an independent view of alignment, several researchers and education organizations have conducted their own studies of standards and tests. Although their methodologies differ, the studies generally adopted a broader view of alignment than the states or publishers, and the results suggested a lower degree of alignment than the states and publishers had reported.

This paper attempts to analyze eight of the independent efforts to determine the research on which they are based, their similarities and differences, and possible advantages and disadvantages of using one method or another. The eight efforts include:

· Norman L. Webb’s studies of alignment between standards and tests in mathematics and science;

· Karen K. Wixson’s studies of alignment between standards and tests in elementary reading;

· Andrew C. Porter’s tools for measuring the content of standards, tests, and instructional materials;

· Achieve’s studies of alignment of standards and tests; 

· The Buros Center for Testing’s study of alignment between commercially available tests and state standards; and

· The American Association for the Advancement of Science’s Project 2061’s studies of standards, textbooks, and textbook tests.

· A Center for Research on Evaluation, Standards, and Student Testing (CRESST) study of the alignment between California’s Golden State Examination in High School Mathematics and the University of California Statement of Competencies in mathematics.

· SRI International’s study of the alignment of three national tests with the National Science Education Standards for science inquiry.

The Alignment Studies

Webb

One of the first efforts in the era of standards-based reform to analyze the alignment of standards and assessments was conducted by Norman L. Webb (Webb, 1997, 1999). Using criteria developed in conjunction with the Council of Chief State School Officers, Webb developed a procedure to analyze alignment and applied it to mathematics and science standards and assessments in four states (Webb 1999). He subsequently applied the method to language arts standards and assessments in three states and to the Wisconsin standards and the state’s alternative assessment for students with disabilities.

Under Webb’s method, reviewers examine standards and assessments according to four criteria:

· Categorical concurrence. This criterion examined whether the same or consistent categories of content appear in both documents. Under his procedure, an assessment must have at least six items measuring content from a standard for categorical concurrence to be considered acceptable.

· Depth-of-knowledge consistency. This criterion examines whether the cognitive demands on students in the assessment are as demanding as those expected on the standards. To be considered consistent, at least 50 percent of the items measuring an objective must be at least as demanding as the corresponding objective.

· Range-of-knowledge correspondence. This criterion examines whether the span of knowledge expected of students by a standard is the same as the span of knowledge needed to answer corresponding test items correctly. For alignment to be considered acceptable according to this criterion, at least 50 percent of the objectives in a standard must have a related assessment item.

· Balance of representation. This criterion indicates the extent to which items are distributed evenly across objectives. To measure balance, Webb uses an index; a value of 1, or perfect balance, indicates that each objective within a standard is assessed with the same number of items.

In addition, Webb also considers source of challenge, or the extent to which cognitive demand is placed inadvertently on knowledge and skills other than the targeted concept or ability.
In his first study, which examined standards and assessments in mathematics and science in four states, Webb found that most state standards and tests satisfied the categorical concurrence criterion. This finding is consistent with the state and publisher studies, which might be expected; categorical concurrence is comparable to the content match those studies employ. 
However, Webb found, the states were inconsistent in depth of knowledge. For judgments about depth of knowledge, Webb measures standards and test items on four levels: recall (level 1); skill/concept (level 2), which requires the use of information or solving two-step problems; strategic thinking (level 3), which requires reasoning, some complexity, or more than one answer; and extended thinking (level 4), which requires an investigation, time to think and process multiple conditions of the problem, and more than 10 minutes to do non-routine computations. For example, an objective for a grade 8 standard for numeration that states “Describe the properties of terminating, repeating, and non-repeating decimals and be able to convert decimals to fractions and fractions and decimals” would be rated at level 2, since it requires the use of a concept but not reasoning or extended thinking. By contrast, a different state’s objective for a Number Sense standard that states “Investigate number forms such as fractions, decimals, and percents, and demonstrate their use in today’s society” is rated at level 4, since it requires investigation over an extended period of time.

In general, Webb found, the items on the state tests demanded a lower level of cognitive knowledge and skills than the standards expected. In four of the fourteen tests analyzed, the degree of consistency was quite high; in two cases, a fourth grade mathematics test and a sixth grade mathematics test, the match was 100 percent. But for the rest, the test items were rated at lower levels than the standards.

Webb also found that the tests and standards tended lack range-of-knowledge correspondence. To meet this criterion, tests must include items that measure at least half of the related objectives within a given standard. However, the study found that test items tended to cluster around a few objectives, leaving most of the objectives unassessed (Webb, 1999).

The findings were similar in the studies of English language arts standards and tests. On the other hand, the Wisconsin Alternative Assessment for students with disabilities was relatively well aligned with state standards, Webb found (Webb, 2002).

Wixson 

In a paper prepared for the National Research Council’s Committee on Title I Testing and Assessment, Karen K. Wixson and colleagues at the University of Michigan conducted an analysis of the alignment of standards and tests in elementary reading in four states (Wixson et al. 2002). The researchers conducted the analysis themselves, rather than enlist independent reviewers.

To conduct the study, Wixson used a modified version of the Webb method. They dropped the categorical concurrence criterion, because they considered it inappropriate given the variation in the ways states deal with reading and language arts in their standards and assessments. They also added a new criterion, coverage, to indicate the extent to which objectives are represented by at least one assessment item. And they included a criterion that Webb had identified but did not use in his studies: structure of knowledge comparability, which indicates the extent to which the philosophy of reading underlying the standards and that underlying the assessments are comparable.

As a result, the Wixson study analyzed standards and assessments according to five criteria: range of knowledge correspondence, balance of representation, coverage, depth of knowledge consistency, and structure of knowledge comparability.

The study found that standards and assessments are “reasonably well aligned” in two states, moderately aligned in a third state, and poorly aligned in a fourth. The patterns, the study found, were related to the states’ history of reading curriculum and assessment and to the unique approaches they took to alignment. In addition, the study found that adding additional assessments does not necessarily improve alignment; one state, which used an oral reading assessment in addition to a pencil-and-paper test, was able to assess additional objectives, but in another state two tests measured essentially the same objectives.

The study also found that alignment was not related to the cognitive complexity of the standards and assessments. One state with relatively high alignment had relatively low cognitive expectations in its standards and tests, while the other used a reasonably complex test (although, the study notes, the relatively high level of alignment “appears to be related to the fact that their standards and objectives are so general that they apply to almost any and every assessment item”). On the other hand, in one state with relatively low alignment, the test appears to be more cognitively complex than the standards.

Porter 

Andrew C. Porter’s studies of alignment grew out of a longer-term project to develop tools for measuring the content of instruction (Porter, 2002). In that effort, Porter sought to develop a common language to describe what is taught, and at what level of cognitive depth. The language could be used to analyze classroom practice, curriculum standards, textbooks, and tests, and to measure the alignment of content among any of these.

To apply this approach, Porter uses a two-dimensional matrix in which the rows represent topics and the columns represent categories of cognitive demand (see Figure 1). To determine alignment, Porter uses an index, which represents the sum of the intersects in each cell between two elements (e.g., standards and assessments). The higher the value of the index (the highest would be 1.0, and the lowest would be –1.0), the greater the level of alignment.

Figure 1: Content Matrix, Mathematics

	Topic
	Category of cognitive demand

	
	Memorize
	Perform procedures
	Communicate understanding
	Solve nonroutine problems
	Conjecture/

generalize/prove

	Multi-step equations
	
	
	
	
	

	Inequalities
	
	
	
	
	

	Linear equations
	
	
	
	
	

	Lines/slope and intercept
	
	
	
	
	

	Operations on polynomials
	
	
	
	
	

	Quadratic equations
	
	
	
	
	


Using these tools, researchers analyzed the alignment of standards and assessments in seventh grade mathematics in four states, as well as the standards developed by the National Council of Teachers of Mathematics (NCTM). Because the approach allows each standard and assessment to be mapped onto a common framework, it is possible to examine the alignment between standards and assessments across states as well as within states.

The study found that the average within-state alignment was 0.40, with two states slightly above the average and two slightly below. This finding may reflect the fact that the two states with relatively high alignment had grade-by-grade standards, whereas the others had standards that covered a span of several grades. But the study also found that “the assessment of each state…is no more aligned to its own standards than it is to the standards of the other states in the study or to those of the NCTM” (Porter 2002, p.6). Porter speculates that this finding may reflect the standards—for example, standards may be insufficiently specific—or assessments that measure only a portion of the standards.

Porter also used data from surveys of teachers to measure the content of instruction and determine the alignment between instruction and assessment in eighth grade mathematics in six states and the National Assessment of Educational Progress (NAEP). He found that alignment was not particularly high in any state, and that alignment within states was not higher than that between states. Perhaps surprisingly, alignment was highest between instruction and NAEP in nearly every state. 

Altogether, Porter and his colleagues have worked with the content maps in twenty-eight states. They have also expanded their analysis to include standards, tests, and instruction in English language arts as well.

Achieve 

Created by governors and chief executive officers of major corporations in 1997, Achieve Inc. has conducted alignment studies for fourteen states and one large school district (Montgomery County, Maryland). These studies are part of what Achieve calls its “benchmarking” initiative, which also includes analyses that compare state standards with exemplary standards from other states and nations.

In contrast to the researcher studies described above, the Achieve alignment studies are services provided to states; states request and pay for them. Achieve provides individual reports to states, most of which have been released publicly, as well as technical reports that include secure test items and are not released. In many cases, Achieve staff members provide alignment workshops, upon request, for the state.

The Achieve alignment protocol was developed by Achieve in conjunction with the Learning Research and Development Center at the University of Pittsburgh. It was tested originally with standards and assessments from two states, Michigan and North Carolina. It has since evolved somewhat (Rothman et al., 2002). 

Under the protocol, teams of reviewers begin by examining the test blueprint to determine if it accurately reflects the map of test items to standards. Since this blueprint is often used as a template for score reports, this step is important. The reviewers then analyze the test against the standards, examining both each item and the test as a whole. The first set of state reviews analyze the tests according to the following four criteria, which are based in part on Webb’s criteria (Resnick et al., forthcoming):

Content centrality:  This criterion examines the quality of the match between the content of each test question and the content of the related standard by examining the degree or quality of the match.  Reviewers examine each item to determine whether it assesses the subject-area content described in the corresponding standard well, partially, or not at all.
Performance centrality: This criterion focuses on the degree of the match between the type of performance (cognitive demand) presented by each test item and the type of performance described by the related standard.  Each item makes a certain type of cognitive demand on a student (e.g., the item requires a certain performance such as “select,” “identify,” “compare,” or “analyze”).  Reviewers analyze each test item to determine whether the type of performance the item requires matches the demand expected by the standard, and if it does so well, partially, or not at all.

Challenge:  This criterion is applied to a set of items to determine whether doing well on the set requires students to master challenging subject matter.  Reviewers consider two factors in evaluating sets of test items against the challenge criterion: source of challenge and level of challenge.  

Source of challenge attempts to uncover whether the individual test items in a set are difficult because of the knowledge and skills they target, or for other reasons not related to the subject matter, such as relying unfairly on students’ background knowledge. Reviewers rate each item as having an appropriate or inappropriate source of challenge. 

Level of challenge compares the emphasis of performance required by a set of items to the emphasis of performance described by the related standard.  Reviewers also judge whether the set of test items has a span of difficulty appropriate for students at a given grade.  Reviewers write a succinct summary of the level of challenge of each item set.

Balance and range: Balance compares the emphasis of content supplied by an item set to the emphasis of content described by the standards.  That is, are there enough items to measure a content strand?  If so, do the items in a set focus only on a subset of the expectations outlined in the standards for that content strand?  Or do they represent the full extent of those expectations? In addition to evaluating alignment, reviewers also judge whether the set of items emphasizes the more important content at the grade level. Reviewers write a succinct summary of the balance of each item set. Range is a measure of coverage or breadth (the numerical proportion of all content addressed).

Achieve has since modified its criterion for evaluating the level of challenge in tests. The current criterion examines the level of cognitive demand in the test. That is, reviewers analyze the type of thinking each item requires, on a scale ranging from simple recall to extended thinking. In addition, reviewers evaluate the overall level of challenge of the set of items that maps to each standard. They compare the overall demand of the set of items, based on the item-level scores, to the level of demand expressed in the standard itself. In addition to evaluating alignment, reviewers also judge whether the set of test items has a span of difficulty appropriate for students at a given grade level. This judgment is based on the standards, the assessment and supporting materials such as student responses. 

In a review of results from five states, Rothman et al. (2002) found that the tests and standards were generally aligned on an individual item level; that is, the items generally matched the content and performances they were expected to measure, according to the standards
. However, the study found that alignment fell short in balance and range, and that the areas of content that were under-assessed or not assessed at all tended to be those with the highest levels of cognitive demand. 

Two studies conducted more recently have shown higher degrees of alignment. A study of the tenth-grade Massachusetts Comprehensive Assessment System (Achieve 2001) and one of the high school semester tests in Montgomery County, Maryland (Achieve 2003), found that both tests are well-aligned to the standards.

Buros Center 

One of only two states without a statewide testing system, Nebraska allows local districts to choose their own tests as long as they are aligned with state standards. The Buros Center for Testing, based at the University of Nebraska at Lincoln, conducted the analyses, at the state’s request, to provide validity evidence for the use of such tests.

To conduct the analyses, the Center enlisted experienced teachers from throughout Nebraska and asked them to review items from commercially available tests to determine if they matched the state standards. The reviewers assigned the items one of four ratings (Impara, 2000):

· High level of alignment, or measures the standard;

· Moderate level of alignment, or measures a portion of the standard;

· Low level of alignment, or barely measures the standard; or

· No alignment, or does not measure the standard at all.

The researchers set three criteria for determining whether a standard was adequately measured: alignment rating, reviewer agreement, and number of aligned items. A standard was adequately measured if five or more test items received ratings of high or moderate levels of alignment from at least 50 percent of the reviewers. Impara (2000) notes that the Buros researchers were more lenient in determining alignment than Webb, whose procedure required six items for a standard to be measured adequately. But, he says, the lower standard is appropriate because inter-rater reliability is considered as well.

A study of five commercially available English language arts tests in grades four, eight, and eleven found that there are considerable gaps in alignment between the standards and tests (Impara, 2000). Moreover, the gaps are not consistent from test to test; as a result, “the tests are not interchangeable” (p. 11).

A separate study found that these results are less encouraging than the publishers’ own reports of the tests’ alignment with Nebraska standards (Plake, 2000). Comparing the results from studies by two publishers with those from the Buros studies, the researchers found that the teachers in the Buros studies found far fewer standards measured adequately than the publishers did. 

In addition to the Nebraska studies, the Buros Center also conducted a similar analysis of tests and standards in South Dakota. And the center has revised its methodology to include an analysis of cognitive complexity, as well as content matching.

Project 2061 

Launched by the American Association for the Advancement of Science and named for the next scheduled appearance of Halley’s Comet, Project 2061 is a long-term effort to improve science teaching and learning. Project 2061 helped launch standards-based reform, when it released Science for All Americans (Rutherford and Ahlgren, 1991), which outlined goals for science learning. Along with the National Science Education Standards produced by the National Research Council (NRC, 1996), Science for All Americans has strongly influenced state standards in science.

To help educators understand the extent to which curriculum materials adhere to the standards, Project 2061 has been evaluating textbooks and other materials (www.project2061.org). As part of that effort, the project developed a method for analyzing the alignment of assessments contained in the materials with the expectations for science learning included in the national reform documents. The organization has since used a variation of the methodology to analyze the alignment of state tests to standards.

The AAAS alignment approach aims to make judgments about whether the assessments contribute to student learning, not just whether they match the standards. Specifically, “judgments about assessments in curriculum materials are made on the basis of (a) whether assessment questions and tasks appear to aim at specific benchmarks and standards, (b) whether these questions and tasks are likely to reveal what students actually know about the content specified in benchmarks and standards (as opposed to rote memorization of these goals, and (c) whether assessment embedded in curriculum materials throughout instruction can be used for making modifications in instruction” (Stern and Ahlgren, 2002, p. 891).

To arrive at those judgments, Project 2061 assembled classroom teachers and university faculty members with expertise in physics, biology, and earth science to analyze nine commercially available materials. Prior to the study, the analysts attended a five-day workshop that examined various aspects of instruction, including the instructional support provided by curriculum materials, that enabled participants to familiarize themselves with the evaluation criteria. They then met in two-person teams to rate the materials, first independently, then together to reconcile discrepancies. The Project 2061 staff then reconciled any differences among the teams.

The analysts evaluated the materials along three criteria (Stern and Ahlgren, 2002): 

Criterion 1: Aligning to goals. Assuming a content match between the curriculum material and the benchmark, are assessment items included that match the same benchmark?

Indicators of meeting the criterion

1. The specific ideas in the benchmark are necessary to respond to the assessment items.

2. The specific ideas in the benchmark are sufficient to respond to the assessment items.

Criterion 2: Testing for understanding. Does the material assess understanding of benchmark ideas and avoid allowing students a trivial way out, such as repeating a memorized phrase from the text without understanding?

Indicators of meeting the criterion

1. Assessment items focus on understanding (as opposed to recall) of benchmark ideas.

2. Suggested assessment include both familiar and novel tasks.

Criterion 3: Informing Instruction. Are some assessments embedded in the curriculum along the way, with advice to teachers as to how they might use the results to choose or modify activities?

Indicators of meeting the criterion

1. The material uses embedded assessment as a routine strategy (rather than just including occasional questions).

2. The material assists teacher in interpreting student responses (e.g., by providing annotated samples of student work pointing to typical difficulties).

3. The material provides specific suggestions to teachers about how to use the information from the embedded assessments to make instructional decisions about what ideas need to be addressed by further activities.

The reviewers scored the assessments on the first two criteria based on the number of tasks that met the indicators. Assessments were not penalized by including tasks that did not meet the indicators. The reviewers scored the assessments on the third criterion based on the number of indicators met by the material.  

The reviews found that few of the assessments earned high scores. Of the middle school materials in physical science, for example, only two received scores higher than “poor” on the criteria “aligning to goals” and “testing for understanding,” and all were rated poorly on informing instruction. Scores in life and earth science materials were almost uniformly poor, the study found.

Project 2061 has also used a variation on this methodology to examine the match between standards and state assessments in two states. In one, reviewers examined released items in mathematics; in the other, they reviewed a science test that was still under development. The purpose was to offer feedback to states to enable them to revise tests prior to administering them.

The test alignment process examined what Project 2061 researchers call “necessity and sufficiency”: that is, whether the content standard is needed in order to answer a test question correctly, and whether knowledge and skills other than those included in the standard are needed to answer the question correctly. In addition, reviewers also considered characteristics such as “guessability” and bias.

CRESST

In the wake of the call by Richard Atkinson, the chancellor of the University of California, for alternatives to the SAT-I for college admissions, Joan L. Herman, Noreen Webb, and Stephen Zuniga of the National Center for Research on Evaluation, Standards, and Student Testing (CRESST) examined the alignment between a high school honors test being considered for admission purposes, the Golden State Examination (GSE) in High School Mathematics, and the University of California’s mathematics expectations for entering college students, known as the UC Statement of Competencies. The study provides evidence for whether admissions officials can make valid inferences about the ability of high school students to meet UC expectations. In addition, the study—which involved high school and university educators—also provides some data on whether educators at both levels share common understandings of the expectations and the alignment between the test and the expectations.
To conduct the study, the researchers recruited ten faculty members and ten high school educators, and convened separate panels of each in both Northern and Southern California. The panelists used an Alignment Rating Instrument, adapted from the one developed by Webb (1997), which asks reviewers to examine each item on the test and:
1. Identify the content topic(s), if any, from the Statement on Competencies to which each item corresponds. Raters could identify both a primary and secondary topic, as appropriate.

2. Rate the centrality of the item to the topic it addresses, using the following rating scale

(1) Within the topic area, but not essential for students

(2) Within the topic area, of moderate importance

(3) Within the topic area, of central importance

3. Judge the depth-of-knowledge level of each assessment item, using the following levels:

(1) Recall and Reproduction

(2) Skills and Concepts

(3) Problem Solving and Strategic Thinking

(4) Extended Thinking

4. Judge whether there is a source-of-challenge issue with an item, which was only used to identify items where item difficulty is inadvertently introduced by characteristics unrelated to the targeted mathematical knowledge. The study found very few source-of-challenge issues, and this criterion was dropped from the analysis (Herman, Webb, and Zuniga, 2003).

The researchers used two guidelines to determine whether the item matched a topic in the Competencies according to those criteria: a lax standard, in which 55 percent or more of the panelists agreed on the match, and a stringent standard, in which 70 percent or more of the panelists agreed. The researchers also conducted numerous analyses to determine the level of agreement among raters.
The study found that the test matched the Statement of Competencies; all but one item measured the topics in the Statement. The test varied, though, in the comprehensiveness of coverage and in the balance of coverage. Although 75 percent of the topics in the category of Variables, Equations, and Algebraic Expressions were measured on the test, only 25 percent of Data Analysis and Statistics topics were included. Looked at another way, nearly 30 percent of items represented the topic of Geometric Concepts, while 14 percent represented Variables, Equations, and Algebraic Expressions, and only 1 item (2 percent) measured data analysis. As the study notes, whether these proportions are appropriate depends on the purpose of the test and the values the test is intended to convey (Herman, Webb, and Zuniga, 2003).
The study found that the educators chosen to conduct the analysis generally agreed on the classification of items by mathematics topic. On 35 of the 42 items, the majority of panelists agreed on how items should be classified, and this level agreement was similar for both groups of raters. However, there was less agreement on assigning items to primary and secondary topics. On only 2 items did all raters agree on whether the item should be assigned a secondary topic; 9 items achieved agreement on this score among 70 percent of the raters.
The panelists in the study also attained a high degree of agreement in judging the depth of knowledge of items: the majority of raters agreed on the depth of knowledge of 34 of the items, although the high school educators tended to consider that the test items required deeper knowledge than did the higher education faculty members. The study also provides some evidence of the validity of the depth-of-knowledge judgments. Items considered requiring a greater depth of knowledge were often the same items students found most difficult. The items considered to require greater depth of knowledge also correlated with those considered more complex—that is, those assigned to more than one mathematical topic—but there was little correlation between item complexity and item difficulty. Over all, the majority of the items tended to cluster around Levels 1 and 2 on the depth-of-knowledge scale—requiring recall of facts or making some decisions about how to approach the problem—but few were considered at Level 3, which requires reasoning or original thinking.
SRI International

Under an effort funded by the National Science Foundation, researchers at SRI International are studying the validity of three major national assessments—the Third International Mathematics and Science Tests (TIMSS), the National Assessment of Educational Progress (NAEP), and the New Standards Reference Examination—for measuring the National Science Education Standards for inquiry (NRC 1996). The goal is to evaluate the extent to which the three assessments warrant inferences about students’ abilities on these critical outcomes.
To that end, the researchers have designed three interrelated studies: an alignment study, which is examining the extent to which the test items measure the inquiry standards; an empirical study, to see if the items classified as measuring the inquiry standards by the alignment study do indeed have discriminative validity—that is, that they differentiate between students in high- and low-inquiry science classes; and a cognitive analysis study, which is conducting “think-aloud” protocols with a subset of students in the empirical study to see if the items identified as inquiry and non-inquiry really do elicit those skills from the students.

For the alignment study, the SRI team divided the eight NSES inquiry standards (ask questions; design and conduct experiments; use tools and techniques; use evidence to explain; think critically and logically; alternative explanations; communicate results; and use mathematics) into twenty-four “target codes,” which were used to evaluate alignment. An example of the division into target codes is in Figure 2.
Figure 2: NSES Inquiry Standards → Alignment Targets
	NSES Science Inquiry Standard
	Science Inquiry Target Codes

	(Standard 2) Students should develop general abilities such as systematic observations and accurate measurements, and identifying and controlling variables.  They should also develop the ability to clarify ideas that influence and guide the inquiry and to understand how those ideas compare with current scientific knowledge.  Students can learn to formulate questions, design investigations, execute investigations, interpret data, use data to generate explanations, propose alternative explanations and critique explanations and procedures.
	2a. identify & control appropriate variables 

	
	2b. describe how to collect systematic observation &/or detect inaccuracies

	
	2c. describe how to collect accurate measurements &/or detect errors in measurement

	
	2d. describe how to interpret / analyze data


The team then convened a panel of six nationally recognized science education experts, along with three assessment, standards, and science classroom specialists, to assess the match between the items on the three assessments and these codes. Following a rater training session designed to establish agreement on the item classifications, the reviewers examined some 600 items.
Under the protocol, reviewers could assign one of three ratings to an item: Inquiryspecific, meaning that the item matches one of the targets; Inquirygeneral, meaning that the item matches more than one of the targets; and Not Inquiry, meaning that it matches none of the targets and thus does not measure any of the standards. An item would be assigned to one of those categories if a majority of the reviewers agreed to the classification.

The study found that, over all, 55 percent of the items on the three assessments matched a specific inquiry standard. But the three tests varied widely in their alignment to the standards. About a third of the TIMSS items were matched to one or more of the standards, compared with just under half of the NAEP items and three-fourths of the New Standards items (Kreikemeier, Quellmalz, and Haydel, 2004). 
In addition, the study found that item format was also related to alignment to the inquiry standards. Only a sixth of the multiple-choice items matched the inquiry standards, while a third of constructed-response items and two-thirds of the items embedded in performance tasks were considered to measure the standards (Kreikemeier, Quellmalz, and Haydel, 2004). 
The distribution of standards measured also varied, the researchers found. Over all, by the far the most-tested standard was Standard 4 (Use Evidence to Explain). By contrast, two standards—Inquiry Standard 1 (Ask Questions) and Inquiry Standard 7 (Communicate Results)—were not tested by any items on any of the assessments. The relative emphasis of standards tested varied by assessment: TIMSS included far more items that measured Standard 8, Use Mathematics, than either of the other tests; NAEP and New Standards placed a greater emphasis on Standard 4 (Use Evidence) than TIMSS.
Looking Across the Methods
Although the seven approaches to analyzing alignment discussed here share several features, they also differ in some important respects. One way to see these differences in stark relief is to consider how the methods would evaluate the same test item against standards. Such an analysis would provide a glimpse into how the approaches interpret alignment and how judgments about alignment are made.

For the purposes of this exercise, I will use a fourth-grade mathematics item from TerraNova, the test used in Wisconsin, and compare it to the Wisconsin Model Academic Standards. As noted above, the alignment study conducted by TerraNova’s publisher, CTB/McGraw-Hill, for the Wisconsin Department of Public Instruction is typical of the method used by publishers and state departments of education to determine alignment. A mathematics item and standard seem appropriate because most of the methods have studied alignment in that subject area. 
Mathematics Standard B: Number Operations and Relationships

Objective B.4.7 In problem-solving situations involving money, add and subtract decimals

Nick wants to send postcards to as many of his friends as he can. He has $3.00. For every postcard he buys, he also needs to buy a stamp. Check the prices above. What is the greatest number of postcards with stamps that Nick can buy?

A. 3

B. 4

C. 5

D. 6

Publisher Study: According to the Wisconsin study, this sample item matches Standard B, Number Operations and Relationships, because it requires the use of arithmetic operations and decimals. Within the standard, the item appears to match Objective B.4.7., because it requires addition and subtraction of decimals in a problem-solving situation involving money. 

The publisher also states that the item matches Standard A, Mathematical Processes, because it requires students to select data, devise a solution strategy, and solve the problem.
Webb. Under the criterion of categorical consistence, the item appears aligned to Objective B.4.7. The content outlined in the objective, use of arithmetic operations on decimals in problems involving money, is measured by the item. The item also appears aligned under the criterion of depth-of-knowledge consistency. Both the objective and the item appear at Level 2 (Skill/Concept), which requires use of information, conceptual knowledge, procedures, two or more steps, etc. 
Wixson. Although Wixson’s study was designed to measure alignment in English language arts, her criteria are essentially the same as Webb’s, so the results would be the same.
Porter. Porter’s method places both the standards and the test items on a matrix that arrays the topic covered along with the cognitive demand. In this case, both the standard and the test item would likely fall under the topic of Numbers and Operations, and the cognitive demand would likely be Perform Procedures.
Achieve. Achieve’s criterion of content centrality is similar to Webb’s categorical consistence. Both evaluate whether the content in the test item matches that of the appropriate standard. But Achieve uses a four-point scale to judge content centrality:
2 Clearly consistent

1A 
Not specific enough (standard or objective is too broad to be assured of item’s strong alignment

1B 
Somewhat consistent (item assesses only part, and the less central part, of a compound objective)

0 
Inconsistent

Using this scale, the item above would likely earn a score of 2 for Objective B.4.7, since the item clearly requires the use of arithmetic operations involving decimals in problems about money.
Achieve also evaluates alignment under the criterion of Performance Centrality, which considers whether the cognitive demand of the item matches the cognitive demand expected by the targeted objective. In applying this criterion, Achieve reviewers usually consider the verbs used in the objective (such as “select,” “identify,” “compare,” and “analyze”) to evaluate the extent of the match, and judge alignment on a four-point scale:

2 
Clearly consistent

1A 
Not specific enough (standard or objective is too broad to be assured of item’s strong alignment

1B 
Somewhat consistent (the objective uses more than one verb, but the item matches only one verb)

0 
Inconsistent

Under this criterion, the postcard-and-stamp problem would earn a score of 2, because it requires students to use procedures in solving the problem, as the objective states.
Project 2061. The Project 2061 methodology analyzes test items according to three criteria: aligning to goals, testing for understanding, and informing instruction. Because the test item in question here is part of an on-demand test, rather than a curriculum-embedded assessment, the third criterion may not be appropriate. 
On the first criterion, aligning to goals, the postcard-and-stamp problem appears to match the standard because the ideas in the objective—adding and subtracting decimals to solve money problems are necessary to answer the item correctly. However, those ideas may not be sufficient to solve the problem, since students may have to multiply decimals to answer the question.

The item also appears to meet the criterion of testing for understanding as well. Students need to use their knowledge of arithmetic operations, not simply recall canned algorithms, to solve the problem. But it is unclear whether the problem represents a novel, as opposed to a familiar problem, another indication of whether the test item meets the criterion.

CRESST. The item matches the content in Objective B.4.7, and since the objective represents what Wisconsin educators consider essential for all students to know, the item centrality would be high. The depth of knowledge would likely be at Level 2, Skills and Concepts, since the CRESST measure for that criterion is the same as Webb’s.
SRI International. Because the SRI study was designed to evaluate test items against the National Science Education Standards for science inquiry, its methodology does not suggest that it can be used to judge whether the item measures the Wisconsin standard. However, the item does not appear to match any of the science inquiry standards, except perhaps Standard 8c (Use Mathematics to answer questions). 

The Rest of the Story
While these illustrations show how reviewers using the various approaches might look at a particular test item against an objective, they do not tell the whole story of how these methods measure alignment. On the one hand, these examples show that, in contrast to the publisher studies, the approaches generally consider some measure of cognitive depth, not just content congruence. But most of the methods also look across items to gauge the extent to which a test as a whole matches the standards.

The alignment studies look at tests as a whole in different ways. Under the Webb method, for example, tests meet the criterion of categorical concurrence if at least six items match the content of a particular standard. Thus, even though the particular postcard-and-stamp item discussed above may match a particular objective, the test may be misaligned with the standards if there are too few items to measure the standard of Number Operations and Relationships. Similarly, the Buros Center approach considers a standard adequately measured if five or more test items received ratings of high or moderate levels of alignment from at least 50 percent of the reviewers.
Webb’s and other methods also look at the distribution of items within and across standards. Webb’s criterion of range-of-knowledge correspondence considers whether the knowledge required to answer all items matched to a standard represent the span of knowledge indicated in all of the objectives; his balance criterion measures the extent to which the items are distributed evenly across objectives. In several of his studies, Webb found that items tend to be clustered among a few objectives, which often are less cognitively complex.
Likewise, Achieve also uses a measure of balance and range, and the CRESST study considered comprehensiveness and balance of coverage. And the SRI study considered the relative emphasis of particular inquiry standards in the three tests. Under those criteria, test items might match standards but the test as a whole might be skewed toward particular topics and place less emphasis on other topics that might be important for students to know. Such an outcome could cast doubt on the validity of claims that students who do well on the test have attained standards.

Research Base

Much of the research underlying the alignment studies stems from the literature on standards-based reform, which suggests that all the elements of educational policy should be aligned to one another and to the standards so that policy is coherent and contributes to the same objectives (see for example Smith and O’Day, 1991; Newmann, 1993). In addition, researchers also draw on literature on validity to indicate that alignment helps ensure that tests measure the intended content.

Although the reform literature and validity literature emphasized the importance of alignment, the research did not spell out how to determine alignment. In his studies, Webb (1997) outlined criteria for judging the match between standards and assessments. In developing his criteria, Webb drew on an analysis of national and state standards. His criteria were further defined by a panel from the National Institute for Science Education and the Council of Chief State School Officers. Webb’s criteria included:

· Content Focus, or a consistent focus on mathematics and science knowledge.  

· Articulation across Grades and Ages, or a common view of how students develop and how best to help them learn at different ages.

· Equity and Fairness, or the extent to which assessments provide all students a reasonable opportunity to demonstrate attainment of standards.

· Pedagogical Implications, or consistent messages to teachers about appropriate pedagogy.

· System Applicability, or the extent to which policy elements are in a form that can be used by teachers and administrators in a day-to-day setting.

In conducting his studies of alignment, Webb focused only on the first of these criteria, content focus. 

Building on Webb’s work, LaMarca, Redfield, and Winter (2000) proposed a model for developing and evaluating alignment. Their model includes five dimensions: content match; depth match; emphasis; performance match; and accessibility, which is related to Webb’s equity criterion. 

Stern and Ahlgren (2002) draw on literature on science education to propose a set of criteria for evaluating whether assessments measure appropriate expectations for science learning. For example, their second criterion, testing for understanding, is based on research that points to the importance of assessments that probe students’ understanding, rather than simple rote memorization. Likewise, their criterion of informing instruction is based on research that highlights the need for assessments as diagnostic instruments.

While the research informed the selection of criteria for evaluating alignment, there is little research on how to apply the criteria. In most cases, researchers and organizations crafted their own decision rules for determining whether a match between assessment items and standards was acceptable. Webb suggests that judgments about acceptable levels of alignment are political ones, based in part on capacity. As he notes:

In practice, reaching full agreement between expectations and assessments on all criteria is extremely difficult. Tradeoffs must be made because real constraints exist on any educational system, including resources, finances, time, and legal authority. Decision makers must consider potential consequences when deciding what tradeoffs to make among these criteria, or what level of compliance will be acceptable (Webb, 1997, p.5)

Judgment and Reliability
Although the methods for determining alignment between standards and tests are different, they do share many similarities. Most significantly, all of the methods demand some form of human judgment. There is no mathematical formula for alignment; people must analyze the standards and test items and make a determination whether they match.

Many aspects of testing involve judgment; for example, decisions about setting performance standards require individuals to determine the level of achievement appropriate for passing or proficiency (Hansche 1998). Rothman et al. (2002) explicitly compare Achieve’s alignment protocol to the scoring of performance assessments.

The challenge in any procedure involving human judgment is managing the process so that it is credible, reliable, and fair. Accomplishing these goals requires some level of transparency, so that reviewers can assess the quality of the process; some method for training those who will make judgments; and some method for ensuring an acceptable level of reliability.

To their credit, all of the approaches analyzed here have published documents describing their methodology. In that way, state officials or publishers who produce tests, as well as other interested parties, can analyze the process to see if it is credible and accept the results if warranted.

The approaches vary in the extent of training they provide for reviewers to conduct alignment studies. Achieve selects reviewers with some background in assessment or standards development, requires them to take the test they will be analyzing, and trains them in the procedure. The Buros Center selected teachers to conduct the ratings, and trained them in the process by having them rate sample items from alternate forms of the tests that were under study. The Project 2061 reviewers attended a five-day workshop in which they discussed and applied the evaluation criteria to a variety of examples. CRESST selected high school educators and college faculty members with subject-matter expertise and experience in reform and assessment, and held meetings in which the reviewers practiced using the coding scheme, shared answers, and reached “reasonable levels of agreement” (Herman, Webb, and Zuniga, 2003).
By contrast, Webb (1999) reports that his reviewers did not receive “extensive training” prior to the implementation of his method, but says that they were expected to help perfect the process during the four-day session to evaluate alignment. Wixson and her team conducted the analysis themselves, and trained themselves by applying the procedure to one state. Confident because of the level of agreement they had achieved, they then analyzed the rest.

This limited training most likely reflects the limited resources available to Wixson and her colleagues. Training is expensive—it requires funds to pay for teachers’ time—but it helps ensure that raters are conversant with the criteria used to evaluate alignment and able to apply the criteria consistently. But training is difficult, because of the limited number of high-quality test items to use as exemplars and the tendency of raters to be overly generous in matching test items to standards (Bhola, Impara, and Buckendahl, 2003).

One measure of the ability to apply criteria consistently is inter-rater agreement. Many of the alignment studies report that they were able to attain high levels of agreement. Stern and Ahlgren (2002) report that, in the Project 2061 studies, “seven highly trained two-member teams” achieved 87 percent agreement on their ratings for middle school science material, and that they had obtained similar consistency with middle-school mathematics materials. Wixson reports that her team “agreed on the cognitive levels of 80 percent of the items and 94 percent of the objectives. Ninety-four percent of our ‘hits,’ or evaluations of the objectives assessed by each item, were the same.” 

The CRESST study found that, on 35 of the 42 items on the test, the majority of the 20 high school and college educators agreed on classifying items, and on 28 items, at least 70 percent of the group agreed on the classification. The study also found little difference between the two groups of raters on the consistency of their classifications, suggesting that high school teachers and college faculty members alike can share an understanding of the expectations for student performance. There was less agreement among the raters, however, on assigning items to a secondary category.

Porter’s measures of inter-rater agreement are somewhat lower than those in other studies; the reliability of average ratings for two raters was .70, he notes, and for four raters, .82. He found that one rater was at odds with the others, and concludes that the level of agreement could have been higher if he had required a qualifying test or improved training. Nevertheless, because of the task reviewers faced—making judgments about five levels of cognitive demand and upwards of 100 topics—the levels of agreement achieved are impressive.

Webb, in his study on English language arts assessments, reports inter-rater reliability on judgments of depth of knowledge for each grade level (.79 for grade 5, .60 for grade 8, and .85 for grade 11). He suggests that disagreements at grade 8 might reflect a relatively large number of items at the borderline between different levels of cognitive depth (Webb, 2001). Webb also notes that his method averages out the ratings assigned by reviewers, lessening the error that any one reviewer might make. The Buros Center builds inter-rater agreement into its method, by requiring at least 50 percent of the reviewers to rate an item as a moderate or high match to the standard in order to count it as a match.

In addition to measuring the reliability of the judgments of alignment, the CRESST study offers some evidence for the validity of these judgments. The study found a correlation between the reviewers’ measures of depth of knowledge and item difficulty, suggesting that those items that the reviewers consider difficult are indeed challenging for students. The SRI study will provide additional data on the validity of these judgments, by measuring whether students use inquiry methods on test items considered to measure inquiry standards.
Normative Judgments

In addition to employing human judgment in evaluating alignment, several of the studies themselves involve judgments about the type of alignment that is appropriate. As the publisher and state studies suggest, tests can be aligned with standards if test items can be linked to state objectives. But by employing additional criteria, the alignment studies examined here imply that tests should measure a broad range of knowledge and skills covered by the standards.

Project 2061’s criteria spell out the type of assessment project officials believe should be in place:

Assessment tasks might fall under the same topic heading (e.g., cells) or the same subtopic heading (e.g., cell replication) and still miss the point. Judgments about alignment are therefore made on the basis of whether assessment tasks aim at specific ideas in benchmarks and standards….Second, assessment tasks in curriculum materials that appear to aim at specific benchmarks or standards are examined for whether they merely require rote memorization or really attempt to probe students’ understanding….Finally, including quality tasks and collecting student responses have little point unless they can be acted upon….Materials are examined for whether they provide assessment tasks along the way to gauge student progress and whether these tasks can be used to diagnose students’ remaining difficulties and inform instruction accordingly. (Stern and Ahlgren, 2002, p. 893.)

Achieve also makes judgments about appropriate alignment. In applying one of its criteria, level of challenge, the organization examines the difficulty level of assessment items and determines whether there is an overabundance of “easy” or “difficult” items. The optimum level, to Achieve, is a mix of levels of challenge within a standard.

In addition, Achieve also examines the balance of items to determine whether the assessment places appropriate emphasis on what reviewers consider the most important standards and objectives. For example, in its report to Oregon, Achieve notes that the state assessment includes an equal number of items in each content strand. “However, this precise parsing of items per standard may inadvertently confound alignment with allotment. By following a strict allotment of items per strand, the state may be missing an opportunity to make choices about the relative importance of each strand at key grade levels” (Achieve 2000, p. 31). 

Discussing the assessment in greater detail, Achieve indicates that certain objectives deserve greater attention than others. In mathematics for example, the report concludes that Oregon emphasized some content areas at the expense of others that are worth assessing: “In the grade 5 test, for example, ‘ordering items,’ ‘primes,’ and ‘factors’ are overrepresented, while important concepts like ‘negative numbers’ and ‘percentages’ are underrepresented” (Achieve 2000, p. 35).

Other alignment studies, such as Porter’s, are more agnostic about the degree of alignment. Porter does not suggest which objectives deserve greater attention or which kinds of test items are appropriate. And, while he says that a state’s assessment should be more closely aligned with its standards than another state’s, he points out that “there is still no easy way to think about how big the alignment index value must be to be considered ‘good’” (Porter 2002, p. 6).

Utility

Reports from the six methods of alignment vary in the amount and quality of information they provide to states. Like test score reports, they do not all offer information that states can use to improve practice.

Achieve provides perhaps the most detailed information, which is not surprising, since Achieve studies are conducted as services to states. In addition to public reports, which provide detailed findings and recommendations, Achieve also provides for states technical reports that include much greater detail (and that use secure test items to illustrate alignment or misalignment) and, in many cases, holds workshops for state testing officials.

The public reports highlight the strengths and weaknesses of state tests and indicate ways in which the tests match standards and ways in which they deviate from them. This information provides states with a road map for improving alignment.

Consider the Oregon report, cited above. The report notes that Oregon’s reading tests fare well on Achieve’s criteria of content and performance centrality and source of challenge: 

Overall, more than 92 percent of items strongly measure content found in the standards, and more than 85 percent measure skills found in the standards. The assessment items in both reading and writing are well crafted and technically sound. And in most cases, the challenge students faced in answering the questions stemmed from the content being assessed, rather than from extraneous factors such as the language of the item or unnecessary information (Achieve, 2000, p. 32).

However, the report also notes that the assessments lack balance and that critical objectives are not assessed:

[T]he assessments consistently emphasize certain concepts found in the Eligible Content at the expense of others. For example, at grade 5, two of four bulleted objectives for the Benchmark, “Locate information and clarify meaning…” are not addressed at all. While an objective under the Benchmark for literal comprehension that calls for identifying directly stated facts is deserving of some emphasis, many related items focus on minutiae rather than on important information. Two-thirds of the items address this objective, but none addresses the objective calling for identification of a passage’s main idea—a critical skill that should be assessed at grade 5 (Achieve 2000, p. 34).

The Project 2061 study also provides details on how the assessments match the standards according to the study criteria, and like the Achieve studies, provides examples to show ways in which they are aligned or not. For example, in its review of middle school physical science materials, the study found that National Science Foundation-funded materials include a relatively small number of tasks that are aligned to standards, but that the tasks tend to meet the AAAS criterion requiring application of core ideas. By contrast, other materials include more assessment items related to the standards but that most of these items are of poor quality. Stern and Ahlgren (2002) offer some examples to illustrate these weak assessment items.

Porter’s study is unique in that it allows comparative information. For example, states could place the content maps—the tables that show the topics and cognitive demand included on standards and tests—side by side with those from other states to see which areas are included and which are omitted. In addition, by establishing a common scale of instructional content, Porter allows comparisons of alignment between states, between instruction and assessment, and between different sets of standards and different tests. In that way, a state could determine whether using a different test might result in improved alignment. (The SRI study compares the alignment of three tests to standards, but the measured alignment is to a single set of standards.)
The early Buros Center studies, which are based on relative narrow criteria for alignment—that is, the proportion of test items matching standards and the proportion of standards included on a test—offer little information to help states improve alignment. Impara (2000) suggests that a study like Webb’s, which indicates the ways in which assessments may be misaligned with standards, are more likely than the Buros studies to inform instruction and educational practice.

Conclusion: Strengthening Alignment

Although the six methods analyzed here differ widely in their criteria for alignment and the procedures used to gauge alignment, they share the conclusion that, with a few exceptions, standards and tests are generally not well aligned. This conclusion contrasts with the results from studies by states and publishers, which typically show a higher degree of alignment.

The studies’ findings raise two questions: should states be concerned about the level of alignment between standards and tests? And if they are, what can they do about it?

The first question is not easy to answer. Just as there is no consensus on the criteria for alignment, there is no agreement on what degree of alignment, however defined, might be acceptable. Perfect alignment is unrealistic. Tests, with a limited time period, are unlikely to include the full range of knowledge and skills included in standards; moreover, some common standards, such as the ability to produce research reports, are ill suited to on-demand assessment (Porter, 2002).

On the other hand, the U.S. Education Department has indicated that misalignment is unacceptable under federal law. As the department states in a document intended to provide guidance for compliance with the No Child Left Behind Act, “[a]ssessments that devote a disproportionate number of items to a small subset of the content and skills specified in the standards or that focus on peripheral, rather than significant content, are not well aligned” (U.S. Department of Education, 2003, p. 11). Under the 1994 reauthorization of the Elementary and Secondary Education Act, the department had found that the use of commercially available tests—which are not designed to match any one state’s standards—as the sole measure of performance is unacceptable.

One indicator of whether the degree of alignment is sufficient is the extent to which the assessment yields valid inferences about student performance against standards. As Impara notes, commercially available tests, which his study found do not assess the full range of standards, do not provide sufficient information to inform teachers about student attainment of standards (Impara 2000). This problem is exacerbated when students are classified into performance categories, such as basic, proficient, and advanced (Bhola, Impara, and Buckendahl, 2003).

What should states do to improve alignment? One step, which Impara recommends, is to conduct or commission alignment studies. By indicating how states fall short of the depth and breadth of standards, these studies can point states toward remedies. Several states that commissioned Achieve to study alignment have used the results of that organization’s studies for this purpose.

But improving alignment does not necessarily mean changing tests. Alignment is the relationship between standards and tests; alignment can be adjusted by changes in either standards or tests. And, as a number of the alignment studies found, standards make substantial contributions to misalignment. In many cases, standards are broad or general, and many types of test items can fit under their very wide umbrellas. Thus the items may appear to match standards, but the tests do not measure the full range of standards.

In other cases, standards include multiple expectations, and tests may measure only some of them. And, as the Achieve studies found, the tests tend to measure the least cognitively complex of the expectations. For example, a standard may state that students should identify a geometric figure and apply its properties to solve a problem. A test item that asks students only to identify the figure would match the standard, but would not get at all the standard expects of students.

To address these problems, states could rewrite standards so that they are more specific and provide appropriate guidance for test developers. Alternatively, states could adjust their tests to include a greater number of items that match the depth and breadth of content included in their standards.

One approach a few states have taken to address misalignment is to “augment” commercially available tests with items specifically designed to match state standards. California has tried this approach since 1998, when it selected the Stanford Achievement Test, 9th Edition (SAT-9) as its state tests even though it was not aligned to the state’s standards. The augmentation, known as the California Standards Test, was substantial: 35 items in English and 50 items in mathematics were added to the test. The state has since switched to a different testing program.

Achieve has worked with one state, Maryland, to assist state officials in applying the Achieve protocol to determine alignment in augmenting its tests. In 2002, Maryland dropped a test that had been designed to measure its own standards and adopted a commercially available test with the goal of modifying it to ensure that it measured Maryland’s standards. Using the Achieve protocol, state officials selected a test that in their judgment most closely aligned to state standards, then evaluated the Maryland-specific items the contractor developed to determine their content and performance centrality and whether the totality provided range and balance in assessing the state standards (Jean Slattery, personal communication, March 18, 2004).

Another alternative is to build alignment in from the outset. The National Center for Improving Educational Assessment has been working with three New England states—New Hampshire, Rhode Island, and Vermont—which have teamed up to develop new assessments to meet the requirements of No Child Left Behind. As part of that process, the consortium has developed a set of grade-level expectations (GLEs) and—simultaneously—a set of test specifications that are aimed at ensuring that the new tests are aligned to the expectations (TSNE, n.d.).
To accomplish this alignment, the consortium first made a series of “forced choices” to select the highest-priority concepts and skills they wanted all students to demonstrate. By doing so, they helped ensure that the grade-level expectations were relatively parsimonious and could be assessed, in contrast to other states, which developed extensive lists of standards and ended up with tests that assessed only a portion of the standards. In addition, the states used alignment criteria in developing the test specifications. Specifically, these criteria included:

• The specific concepts and skills identified in the GLEs;

• The Distribution of Emphasis identified across and within content clusters

• The implied cognitive demand of the GLEs and the “ceiling” identified; and
• The interaction of the content with the cognitive demand.
Whether these approaches are successful is unclear. Additional alignment studies are needed.
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Appendix: Achieve’s “Content Centrality”
Example A: Seventh-grade reading item
[Passage read is “When I Heard the Learn’d Astronomer” by Walt Whitman]

This poem is best classified as which of the following?

A. A sonnet

B. Epic poetry

C. Lyric poetry

D. A ballad

Suppose the above item has been mapped to the following standard:

“The learner will analyze, synthesize, and organize information and discover related ideas, concepts, or generalizations.”

Is knowledge of a literary type such as lyric poetry required by this item a central part of the standard? The standard does not specify the knowledge of literary forms so the judge is unable to say that this item is consistent with the standard. Mapped to the above standard, this item would receive a “1A” for content centrality. The standard is too broad to ensure strong alignment.

Suppose that the same item has been mapped to this standard:

“Student can identify major literary forms.”

The language of this standard is sufficiently specific for the reviewer to understand the item as being consistent with the content described in the standards. Because of this, and because the item measures important content implied by the standard, the item would receive a “2” for content centrality.

Example B: Eighth-grade reading item

Standard: Identify literary devices such as figurative language, allusion, sound devices, versification, foreshadowing, imagery, irony, and hyperbole, and determine the purpose of their use.
In this passage, the writer’s tone is generally

A. sarcastic

B. hopeful

C. logical

D. sympathetic

In this example, the item questions the “tone” of the passage, a literary element not specifically referred to in the passage. One may consider, however, the author’s creation of a specific tone as a literary device. Yet even acknowledging that knowledge of tone may fall under this standard, the item only assesses a part of the standard, that of identification with no determination of the purpose of the tone. For this reason, the item receives a “1B” for content centrality.

Source: Rothman et al. 2002.

� The study notes that some standards require students to conduct oral presentations or projects over a period of time, and that these standards are more appropriately measured by classroom assessments than an on-demand test like Terra Nova.


� See Appendix for examples of judgments about content centrality. 


� This analysis should be interpreted with caution. I have been trained in only one of the methods described here (Achieve’s).





Copyright © 2004 National Academy of Sciences.  All rights reserved.   No part of these pages, either text or image may be used for any purpose other than personal use.   Reproduction, modification, storage in a retrieval system or retransmission, in any form or by any means, electronic, mechanical or otherwise, for reasons other than personal use, is strictly prohibited without prior written permission.
Opinions and statements included in the draft papers are solely those of the individual author(s), and are not necessarily adopted or endorsed or verified as accurate by the Committee on Test Design for K–12 Science Achievement or the National Academy of Sciences, including the National Academy of Engineering, Institute of Medicine, or National Research Council.

PAGE  
3

